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Abstract— Technology mediated groups interact in surprising 
ways to produce coherent behavior that contributes to collective 
and individual ends.  Traces of these activities are captured in 
system log data.  In this report we use Erickson’s application of 
human social intelligence to social computing as a frame for 
contrasting 3 studies of rich trace data captured from an online 
learning management system.  First, we present a data-mining 
algorithm that is effective for identifying small group 
membership in dense networks.  Second, we describe our use of 
social network analysis techniques to make online group 
development more visible.  Third, we transform raw trace data 
into a weighted, social form that enables the development of 
prosthetics for social intelligence in online learning and work 
environments. Finally, we assert that thinking about "social 
intelligence prosthetics" will help the social computing research 
community to develop theory that considers the interwoven roles 
of computation, interaction design and data structure. 

I. INTRODUCTION 
Researchers at first reported being amazed by the 

“astonishing success” of online social computing sites like 
Wikipedia [3], but it is now common for groups to come 
together to complete work, share information and develop 
identity through technology [21; 22].  Facebook, Wikipedia 
and projects in the free and open source software (FOSS) 
movement are prominent examples of contexts where social 
computing field research is conducted.  When a user engages in 
activity in any of these contexts, their experience is bound by 
the design of the tools.  This binding includes how the user 
experiences artifact history, interaction history, group 
membership and access to resources.  History is first stored in a 
log file, and often only altered to provide aggregations like 
“click count”, “edit count” or similar measures.  In the systems 
noted above, and others, historical views are impoverished 
presentations of unprocessed data.  Sort order defaults to, and 
usually remains based on “event date”.    

In this paper we describe our analysis of data generated by a 
new kind of context-aware logging system called CANS.  We 
describe three phases of analysis: data mining, social network 
analysis and network analysis with a data set transformed from 
a raw, artifact focused stream, to a socially focused interaction 
warehouse.  The warehouse structure mirrors the structure of 
the human-human interaction experienced in Sakai, the open 
source course management system we connected CANS to.  
This transformative structuring of Sakai interaction data will 
enable user-experience designers to develop social prosthetics, 
which are engineered replacements for social intelligence cues 
people rely on in face to face interaction.  Like social proxies 
or other mechanisms for enabling social translucence [11], the 
goal of a social prosthetic is to provide the user with 

information about the presence and activity of others.  Social 
prosthetics add historical analysis of the different kinds of user 
interactions that occur across different, specific contexts in 
Sakai.  CANS makes a socially focused interaction warehouse 
possible.  Though we sought to create useful prosthetics with 
each type of the 3 analyses described here, our design iterations 
surfaced clear advantages for a socially focused interaction 
warehouse. 

 In the rest of the introduction we describe the concepts of 
social computing and social intelligence, review prior work in 
log analysis and describe CANS.  In sections two and three we 
examine existing theoretical and empirical research related to 
technologically mediated groups and log mining.  In section 
four we introduce our research context and research questions 
that guide our initial pursuit of a data mining algorithm for 
small group identification in dense networks.  Results for all 
three types of log analysis and discussion conclude the paper. 

A. Social Intelligence in Social Computing 
Human survival requires that new technologies be designed 

to support our adaptation to a changing environment (p. 204) 
[14]; which in turn alters the structure and practices of social 
interaction [19].  We possess “social intelligence”, which can 
be defined as “The ways in which groups of people manage to 
produce coherent behavior directed toward individual or 
collective ends” [10].  Coherent social behavior within 
information and communication technologies (ICTs) is 
notoriously impoverished by the limitations of tools.  Some of 
the inherent limitations can be overcome using social 
computing designs like social proxies in synchronous 
collaboration [12] or if collaboration is asynchronous, context 
aware notification systems [20].  Such socio-technical systems 
spawn infrastructure, including databases, websites, mobile 
devices and social applications [29], which produce a record of 
the individual’s actions.  This individual trace data is 
aggregated and played back in visually meaningful ways 
through the interfaces of Babble, Loops, TaskProxy, CANS 
[10; 20] and similar tools.  Social computing designs help us to 
adapt to our changing environment by shaping technology to 
present cues about who we are with, what we are doing and 
where we are.  

Trace data is already widely used in social computing 
research.  Most web systems, mobile devices and yes, social 
computing systems, generate trace data; and analysis of it 
beyond visual replay is hardly novel.  Backstrom et al [1] looks 
at community formation in large public environments like 
LiveJournal.  Falkowski et al [13] uses trace data to examine 
the behaviors of smaller, closed student communities over time.  
Hossain et al [16] shows that centrality measures derived from 
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electronic trace data can be analyzed to reliably reveal central 
members.  Liben-Nowell and Kleinberg [23] examine author 
co-citation (archival) trace data to predict future collaborations; 
establishing probabilities across different scholarly 
communities.  Probability models and statistical analysis 
derived from trace data are loosely grounded in the lived reality 
of participants, and are in these cases and many others centered 
on the socio-technical systems that constitute a small part of 
each individuals total experience in a domain.  

Domains where participants interact almost entirely through 
technology include web systems like Wikipedia, Free and Open 
Source Software (FOSS) and online collaborative learning.  For 
researchers, these contexts provide both electronic trace data 
and ready reference to the concrete work products of members.   
Wikipedia research incorporates harnessing the wisdom of 
crowds [17; 18], which suggests that Wikipedia is a place 
where people gather.  Priedhorsky [25] shows how value is 
created and destroyed in Wikipedia, integrating event logs with 
interpretations of the events.  For Priedhorsky, it matters not 
just that content gets destroyed, but how and by whom.  
Crowston & Howison [8],  and Crowston, Wiggins & Howison 
[7] perform social network analysis on archival data from 
FOSS projects, describing how group structure and leadership 
are highly dependent on individual projects.  Each project is a 
context unto itself in FOSS.  Discrete content is similarly 
gardened in a closed structure by groups in Wikipedia.  Groups 
in socio-technical contexts like Wikipedia and FOSS are 
studied using methods that integrate social network analysis 
and the examination of the artifacts themselves. Participants 
use a less aggregated, more interaction design dependent view 
of the same data as input to the social intelligence enacted in 
these spaces. 

Visibility in the tool creates awareness of the actions of 
others, which enables our evolved social intelligence to be 
applied in highly distributed settings.  Distant team members 
experience greater social presence when using social proxies 
and context awareness tools; but is awareness merely a starting 
point on the long road to designing and building technologies 
that support our social nature?  Carroll et al. [4] assert that we 
should not be seeking to recreate the nature of our physical 
interactions in technology.  We should, instead, design 
technologies that imagine human interactions and social 
intelligence as they might be designed into environments where 
feedback is impoverished in some ways, but enriched in others.  
ICTs are richer than face to face interactions in that they allow 
more simultaneous communication channels, faster, shorter 
communication and other advantages born of our digital 
culture.  Multi-channel communication also has the advantage 
of capturing log data that is more dimensional and finer grained 
than log data analyzed by prior research in social computing, 
Wikipedia or FOSS.   

The traces left behind by these kinds of tools can be 
analyzed to understand how social intelligence is manifest in 
socially focused online environments.  We argue that going 
beyond playback and aggregation in the analysis of this trace 
data is necessary to reconstitute the social through 
computation, a central facet in social computing [29].  We 
explore this facet of social computing by describing our 
progression of three studies using a context aware logging 

system, CANS.  First, we describe our analysis of online 
research and teaching communities using data mining 
algorithms.  Second, we describe a subsequent study where we 
used CANS data to construct social networks.  Third, we 
describe the design and construction of a trace data warehouse 
that maps social connection in a manner that recognizes the 
cardinality of social relations in social computing systems.  Our 
log analysis here is tied directly to the multi-channel system 
interface provided by social computing systems.  We show that 
how ties are discerned in existing systems directs our analysis; 
and describe log analysis strategies that are more true to the 
lived social experience of members.   

B. Overview of CANSAWARE 
Our work begins with the type of context aware notification 

system described in the introduction.  The Context-Aware 
Activity Notification System (CANS) is a notification system 
for work and learning systems that is designed to recognize the 
importance of awareness of user activity, user social context 
and personal notification preferences in the interaction 
practices of online system users [20].  CANS collects data 
about who, what and where user interactions occur in social 
computing systems.  The granularity of who and where – what 
we refer to as context – is finer than weblogs presented in 
previous analysis that we are aware of.  CANS provides a bi-
directional (both read and post activity are visible) view of 
member activity around objects.  For over three years, CANS 
has been deployed at a large, Midwestern University for 
completely online students.   The three phases of our analysis 
of user trace data all work from the same basic, contextualized 
log structure.  Through the progressions of three studies, we 
demonstrate how contextualized log analysis provides superior 
insight to in the study of completely online groups.   

 
Figure 1 - How CANS Captures Context; Artifact Interactions 

Figure one describes how CANS captures context at a fine 
granularity.  First, both read and post behaviors are recorded. 
Second, you will note that group, course, module and 
discussion board context is captured in each record.   This is 
an important dimension in our third study.  Finally, note that 
read and post behaviors captured with this fine grained context 
information is what ultimately makes our socially focused 
interaction data warehouse possible. 
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II. THEORY:  COPS & NOPS 
Humans are still figuring out how to participate with others 

through technology.  We have more experience tracking 
relations with individuals and groups in the physical world 
where community members make decisions and gather 
information in ways we are tuned in to.  Yet, given rich 
information in the physical world we most often choose to join 
groups based on our physical proximity [31].  Proximity is an 
insignificant predictor of membership in virtual communities 
that lack a physical corollary [15; 26; 30].  This distinction is 
an indication of the difference embodied by these virtual 
relations, and the challenges members face in developing a 
sense of themselves and a sense of their community.  In most 
cases, online group members are not provided with any visual 
indication of who is reading the same things they are or a clear 
division of space – so the concept of “groupness” is 
inaccessible.  

Physical communities let us use our social intelligence as it 
is.  They can be understood through aerial photos, zoning 
maps, the location of key buildings, economic indicators, 
demographics, roads and population density.  Communities of 
practice in the world are recognizable by their conditions for 
membership, common purpose, and reified practices; we know 
when we are in a community.  Virtual communities are more 
difficult places to know ones status; what a virtual community 
‘looks like’ and how you might ‘look at it’ remains something 
of a puzzle [27].  Solving this puzzle, and reflecting the nature 
of virtual community back to the membership is a challenge 
that, as it is met, will help individuals work toward their ends, 
and the ends of a group through ICTs. 

Socio-technical groups that emerge within ICTs are more 
like networks than communities, however.  Networks are less 
tightly constructed than communities.  Rohde [26] contrasts 
COP’s with NOP’s by characterizing NOP’s as more 
amorphous, having lower barriers to membership and fewer 
coordinative rules.  The online portion of the community they 
monitor does not allow public access.  Members need to be 
authorized in.  The closed nature of the community increases 
the social capital among group members.  This finding is 
consistent with Coleman’s [6] observation that social capital 
rises within a group when membership is restricted. 

Social capital is a concept with numerous perspectives, but 
it is the bedrock upon which enduring human relationships are 
built, and within which our social intelligence is applied.  For 
example, Coleman [6] identifies obligations and expectations, 
information channels and social norms as types of social 
capital, positing that social capital, unlike most forms of 
financial capital, is not fungible.  Instead, social capital is 
defined by its function.  Obligation and expectation oriented 
social capital is exemplified by completion of work as 
expected.  Information channel based social capital might be 
earned by being around and sharing information with people 
(i.e., keeping your peers up to date) and social norms are a 
form of social capital through which closed groups like 
families or closely knit local cultures maintain members in 
good standing.  Brown and DuGuid [2] and Cohen and Prusak 
[5] each reference the close-knit nature of New York’s 
diamond merchants as an example of social norm typed social 

capital.  Merchants freely exchange diamonds with one another 
with no paperwork or indemnity.  The preservation of social 
capital within that close knit community is enough to protect all 
parties in large financial transactions. 

Networks and communities are the larger constructs where 
individuals apply their learned understanding of how to work 
together toward individual or collective ends; what we have 
been calling social intelligence.  The translation of the 
descriptive constructs of network of practice and community of 
practice to the virtual world requires an understanding of how 
the essential elements of social capital are manifested in 
cyberspace.  How social capital is defined, earned, 
reconstructed, spent and maintained in a virtual world may not 
be profoundly different than what we know of the physical 
world – but it is harder to see.  Concepts of barrier to entry, 
reification of practice and the relationship between group 
membership and individual identity are universally observed in 
groups.  In cyberspace, however, these factors are less visible 
to participants and researchers than in the physical world.  We 
are input deprived.  In this paper, we work through three stages 
of our research using data mining, social network analysis and 
modified social network analysis that connects trace data more 
directly to the interactions in an online environment.  

Social proxies and context awareness tools help us to 
understand who is doing what in the space (the where) around 
us in virtual, social environments.  Wikipedia and FOSS 
projects manage these relations around artifacts; these 
completely online organizations have social components, but 
are principally about the production of artifacts.  Online social 
network services like Facebook are principally focused on 
social connections; networks more than communities.  The 
online environments we study, completely online graduate 
student courses and research organizations, are in the middle.  
There is a heavy, focused attention on activities and tasks, but 
there is also a social component we have associated with group 
effectiveness.  

Social intelligence is observable and well understood in 
physical space.  We frame our efforts to improve social 
intelligence in technology mediated settings around theories 
emerging from the study of physically situated groups.  These 
theories are insufficiently developed, as are tools to enhance 
social intelligence in completely online settings.  Our work, 
reported here, leverages trace data that includes finer grained 
contextual dimensions than ordinary weblogs.  We walk the 
reader through our progressively more sophisticated analysis of 
these trace data.  Through this work, we contribute techniques 
for analysis of trace data, and a new perspective on social 
intelligence in completely online environments. 

III. DATA MINING AND SNA 
Our work begins with data mining for social structure, then 

adapts social network analysis to completely online group trace 
data.  In our third phase, we enrich the structure of logfiles to 
reflect, explicitly, the social relations implicit in the structure of 
the user interface and the way people interact through it.  In 
this section, we review prior work with data mining and social 
network analysis of log data; which centers on the application 
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of data mining algorithms to large, publicly available social 
datasets.   

Social computing research on publicly available datasets 
advances the field by demonstrating what is possible with a 
small set of dimensions, and a large number of transactions.  
Backstrom et. al [1] use DBLP, a research citations service, and 
LiveJournal, a social network site, to develop social networking 
data mining algorithms focused on membership, growth and 
evolution in large social networks.  Membership in these 
networks is broad, and includes participation among a diverse 
set of individuals.   In the case of DBLP, Backstrom looks at 
triples (clusters along 3 dimensions) of time (year), venue 
(conference) and author (who had not published at the 
conference) to predict the probability than an author will 
publish at the next year’s conference.  They apply decision 
trees to execute this prediction.  Their work also assesses which 
conference papers are most likely lead to bursts of activity from 
one research community to another.  They find that a high 
percentage of ‘hot terms’, a single dimension, is a useful 
predictor of topic migration between communities. 

Social data mining does not need to focus on data that 
begins with discrete structure.  For example, Hossain et. al [16] 
use a less structured data set from a closed community to 
extrapolate the role of actor centrality in project coordination.  
Using the ENRON email corpus, they determine that actor 
centrality is a significant indicator of coordination efficacy.  
They use the centrality measure of betweeness (extent to which 
each node lies on the shortest path between nodes) to imply 
control, degree (number of connections going in and out of a 
node) to implicate activity and closeness (reciprocal geodesic 
distance based only on the directed links) to measure 
independence.  Defining these types of relations from an email 
corpus requires analysis of the content of each email, and the 
extrapolation of frequencies for phrases considered to be 
‘coordinating phrases’.  The research here does not begin with 
structured data, but pulls social structure out of text.  This kind 
of manual, multi-step process establishes the potential of 
dimensionality derived from text to map the semantics of social 
relationships. 

Semantics of connection are not used in all computational 
models of social structure; those which seek to analyze the 
dynamic flow of our social intelligence focus on 
computational, not data intensive methods.  
Tantipathananandh, Berger-Wolf and Kempe [28] created a 
framework for what they call community identification in 
dynamic social networks.  They developed SNA algorithms for 
evaluating membership conditions over time. Community 
membership stability is assessed absolutely, by comparing 
original member participation with specific windows of time 
beyond zero, and periodically, analyzing gross changes in 
membership from time tn to time tn+1.  Density was used to 
indicate cohesiveness within the group, and cohesion was used 
to indicate connectivity of group members with other groups.  
The structural equivalence of two subgroups is measured as the 
Euclidian distance between their vector representations.   This 
study is of interest because it looks at subgroup membership 
evolution in a closed community over time.  The closed nature 
of this community provided an opportunity to experiment and 
see results with fewer variables than other studies of more open 

communication records like email corpuses and discussion 
boards. 

The temporal dimension of their analysis is an advance over 
prior work applying SNA, but they constrain their analysis to 
non-real conditions in order to construct a provable model; 
specifically, they assume undirected graphs, equate clusters 
with communities and allow individuals to be a member of 
exactly one community at a time.  Under real conditions, we 
are part of multiple communities at once.  We regularly cluster 
around people with whom we do not form a community, as in 
the case of a group who daily catches the 7:10 train but never 
speaks.  We maintain non-reciprocal relationships.  Algorithms 
to compute social structure have a difficult time replicating the 
complexity of human interactions even when the data is 
artificially simplified; these efforts to model social intelligence 
dynamically fail to account for impoverished data. 

The practice of using limited data sets to experiment with 
computational models of human behavior is common practice 
in data mining oriented social computing research.  Falkowski, 
et al [13] developed a set of data mining algorithms, which 
proved effective on two well-known small data sets of evolving 
social networks.  To perform comparisons over time, they 
compared group similarity at various time intervals using 
Jaccard algorithms and similar derivatives.  Like 
Tantipathananandh et al, the data to which they applied the 
algorithms assume that an individual may only participate in 
one network at a given point in time.   

Multi-dimensional data is streamed to a user interface in 
context aware notification systems and social proxies.  The data 
is not processed or analyzed; it is presented in a visually 
meaningful way.  Visual tools help us to apply our social 
intelligence, learned in the physical world, to phenomena in the 
virtual world.  Computational models of social structure, 
especially network models, work to discover and describe the 
emergence and evolution of social structure from trace data.  
These efforts make assumptions about trace data that do not 
reflect the real world.  In the case of Hossain et al, and 
Tantipathananandh et al and Falkowski et al, algorithms are 
verified against data sets not derived from socio-technical 
systems, but captured from physically situated environments.  
Backstrom, who uses socio-technical data, analyzes low 
dimensional slices to find clusters.  Direct representation of 
data, and computational models of data are both insufficient for 
the reconstitution of our social intelligence instincts in socio-
technical worlds.    

IV. SOCIAL PROSTHETICS & GROUP INFORMATICS 
By walking you through our initial mining, social network 

analysis and penultimate reconnection of trace data with the 
human – computer interface, we surface the opportunity to 
implement computational social proxies as social intelligence 
prosthetics for completely online groups.  We define a social 
prosthetic as a social proxy that reconstitutes cues from the 
physical world in new ways; prosthetics are designed to replace 
something that is missing and cannot be restored.  Social 
intelligence cues are, we argue, missing from online 
environments.  However, they may be reconstituted in new, 
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prosthetic form, by re-imagining how we might view trace 
data.     

Our re-imagining incorporates the application of data 
mining techniques to authentically complex, high dimensional 
and contextualized trace data from CANS.  Figure 1 shows that 
CANS data holds more context about the objects, people and 
relations than log data used in previous studies.  First, in this 
phase, we extend the prior work of Falkowski, Bartelheimer 
and Spiliopoulou [13].  CANS captures more information about 
users, the specific context of the discussions they participate in, 
and the relations between posts than was used in their research 
focused on weblogs.    Second, we identify clusters from this 
authentic, high dimensional trace data, which represent ad-hoc 
groups of common interest that are otherwise invisible to 
participants in virtual groups.  We show cluster emergence and 
development.  Our hypotheses are: 

H1 – Quality participant clusters will be identifiable within 
online course and research group structures. 

H2 – Quality topical clusters will be identifiable within 
online course and research group structures. 

We use in depth interviews with members of the groups we 
analyze to determine whether the clusters we identify from 
context rich trace data mirror the actual groups that form over 
time within online courses and communities.  We perform 
these steps for two online courses, and one online research 
community.  In this way, we test our hypotheses.  This 
identification of patterns in the CANS data is then used to 
inform the development of data mining algorithms that make 
performance-relevant patterns of online social grouping more 
visible.   

We developed our algorithms by extracting relationships 
between users and discussion threads so that we could 
recommend or point out potentially interesting threads for a 
user.  Here, course, module, group and specific discussion 
board contextualize the knowledge of topics.  We extracted the 
similarities between threads as well as users to provide students 
with recommendations based on their past behavior and to 
provide the instructor with a visualization tool to view the 
grouping of similar users and threads. 

V. DATA MINING 
We first experimented with different means for calculating 

activity.  We hypothesized that posting to a thread in a topic 
represents a stronger tie than reading from it, as shown below: 

 
In public social networking sites, participation is more rare, 
increasing the strength of connection associated with a post, 
compared to a read [24].  In this study, we recognize the 
greater strength of a post, but give it less weight because the 
community is closed and contribution levels approach 100%. 
Next, we calculated distance measures, first utilizing a Jaccard 
measure: 

  
where 

. 
The Jaccard coefficient is useful in two ways  

(1) It can serve as a standalone similarity measure, but 
fails to detect negative relations 

(2) It can serve as a scaling function for the Pearson 
coefficient in case it was calculated based on a small 
common set 

For comparison, we also calculated distance using a Pearson 
correlation coefficient measure: 

 
Following these experiments for calculating distance 

measures we determined that neither Pearson coefficients nor 
Jaccard distance measures alone provided sufficiently high 
quality distance measures.  In the end, we determined that the 
best and most distinguishing results occurred via a combination 
of these measures.  By multiplying them together we push the 
Pearson coefficient toward 0 for small common sets. However, 
most Jaccard coefficients in the data set are very small, making 
the product even smaller. By raising the Jaccard coefficient to a 
power of 1/5, we soften the threshold by making relatively 
large values go faster to 1 and relatively small values go faster 
to 0. The following graph shows the difference between using 
the Jaccard coefficient and the Jaccard raised to the power of 
1/5: 

 
Figure 2 - Algorithm Tuning Description 

Once we established the distance measure, we developed 
a set of data mining instruments.  We used a partitional 
nearest-neighbor clustering algorithm to generate clusters of 
items (discussion-board topics or users). The algorithm takes 
as its input a set of items I, a distance function dis which 
calculates some distance measure between an item i and a 
cluster c, and a distance threshold t. Beginning with an 
initially empty set of clusters, the algorithm visits each item i 
in random order, placing i in the least-distant cluster which is 
closer than t, or creating a new cluster containing only i in 
case no cluster is closer than t.   Pseudocode for the algorithm 
is below: 

A. Algorithm CLUSTER 
Inputs: 
Set of items I, Item-cluster distance function dis, Distance 
threshold t 
Output: 
Set of clusters C 
 
Method: 

 
For each item (in random order): 
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 For each cluster : 
  If   

  and then 

    

    
  End If 
 End For 
 If then 
   
 Else 
   
 End If 
End For 
Return C 

 
For the experiments, three different definitions of dis were 

tried:   

Single-link distance:  

Average-link distance:  

Complete-link distance:   

B. Description of Results 
For each of the seven online groups for which we 

performed detailed analysis, we executed clustering operations. 
There are 6 sets of four files (differentiated by distance 
thresholds of 0.1, 0.2, 0.3 and 0.4) each that cluster topics and 
users.  

!  Distance 
Thresholds 

Informants 
Top Rank 

Topic Clustering   
dis = Average 0.2 - 0.3 1 

dis = Complete 0.3 38 
dis = Single n/a 3 

User Clustering   
dis = Average 0.3 3 

dis = Complete 0.4 35 
dis = Single n/a 4 

Table 1 - Topic Clustering Results 

The clustering parameters used are: 

• Topic - Average, Complete & Single  
• User - Average, Complete and Single  

With each of these three topical clustering parameters and 
user clustering parameters, we sought feedback from our 42 
informants on the generated data set for each of seven online 

groups, using distance thresholds of 0.1, 0.2, 0.3 and 0.4.  In 
total, we performed 168 experiments using the clustering 
algorithms we developed.  We discovered that different 
distance thresholds are optimal, depending on group type and 
the kinds of data being clustered.  Table 1 shows a brief 
summary of our findings, with the optimal thresholds identified 
by our experts noted where consensus formed. 

Complete clustering provided the highest quality clusters 
for both Topics and Users, with the best balance between 
accuracy and cluster size being found between 0.4 and 0.3.  As 
previously noted, the quality metric is based on 
informant/participant evaluation of clusters. 

An interesting phenomenon with the different clustering 
algorithms on this data set is that with complete-link clustering, 
the topical and user based clusters moved logically toward our 
expert’s approximation of ground truth as we raised the 
parameter from 0.2 to 0.4.  After 0.4, the clusters became in 
effect, “one big cluster”.   For average-link and single-link 
clustering algorithms, this logical progression was not present.  
Generally, 0.3 seemed to be the optimal parameter for average-
link and single-link clustering, with the clusters in the boundary 
parameter sets of 0.2 and 0.4 “making less sense” to our 
experts. 

C. Interpretation 
Given that there are participants in our online groups who 

are central to the activity – instructors and highly active 
students and TA’s, it is not surprising to discover that complete 
link clustering is most effective on this data set.  These central 
participants end up behaving as “bridges” between what should 
be distinct clusters in the single-link algorithm, and to a lesser 
but still distinguishable extent in the average-link algorithm.    
Complete-link clustering, in contrast, favors the identification 
of “cliquish” groups, which is the type of cluster we are 
looking for and expect to find in this data set.  The cliques 
identified by these complete-link clustering algorithms are 
consistent with group assignments in course syllabi and the 
observations found through review of the discussion boards for 
a sampling of these courses.  In other words, our SNA mining 
results are validated by the ground truth of 
informant/participant feedback and corroboration by 
information available in course syllabi. 

VI. SOCIAL NETWORK ANALYSIS 
The context rich nature of our log data, combined with 

careful tuning of our algorithm using the ground truth of actual 
participants, results in quality clusters.  Clusters are like 
cliques; in the language of social network analysis they are one 
measure of social structure.  User and topic clustering is the 
simplest form of analysis, indicating that “we are all here 
together”, without providing understanding of the type or 
strength of relationships between individuals.  For social 
network analysis, we pass back through our CANS data and 
insert the “Artifact Creator” into each row.  For artifact 
creation events, this is the person who creates the initial topic 
in our discussion board.  Each read or response is in reference 
to that individual.  This is an imperfect strategy we improve in 
the next iteration, but it yields richer interaction data than 
ordinary log analysis because it reflects the context of a series 
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of interactions back to the people who initiate and participate.  
Figure 3 illustrates this enrichment of the data, with the read at 
t3 referencing the user at t0.  

 
Figure 3 - Adding Social Relations for SNA 

SNA offers other measures of social structure, including 
different perspective on the clusters of activity.  Here, we 
analyze the same interactions using sociograms based on 
ordinary distance calculations.  We apply the same weighting 
logic used in the data mining approach – a read is worth ½ the 
value of a post between individuals.  Though space prohibits a 
comprehensive display of the sociograms we produced, figure 
3 is an example that illustrates the degree of multi-group 
participation found in the research groups and courses we 
analyzed in the first log analysis.  Cluster analysis displays the 
dominant affiliations; sociograms illustrate the breadth of 
interactions within and across groups. 

 
Figure 4 - Sociogram of SNA identified groups in an online community 

We are not arguing that the use of social network analysis 
against trace data is novel.  We are suggesting that the quality 
and dimensionality of context aware trace data we use in this 
phase produces a more reflective picture of social relations than 
cluster analysis or traces that lack these features.  Illustrations 
of intensity of relations and breadth of relations together 
increase the usable information available for making social 
judgments.  Human social intelligence requires information to 
make judgments in a social setting.  So far, our two approaches 
increase the usable information in three important ways.  First, 
the dimensionality and granularity of log data from CANS 
enables the production of high quality, ground truth verified 
clusters from trace data.  Second, our enhancement of the logs 
to give greater weight to posts over reads increases the 
perceived accuracy of the analysis.  Reading is more passive 
and signifies a weaker tie than posting.  Third, the first two 
methods combined show clusters of strong connection and a 
full landscape of all connection.  Together, these displays of 
information contribute key concepts to the design of a log 
analysis based online social prosthetic.  

VII. WEAVING LOGS INTO SOCIAL HCI 
Social computing systems with context rich logs like those 

CANS produce are presently used to increase awareness among 

individuals who are participating in the same online space.  
Such displays serve as asynchronous social proxies.   Our 
innate social intelligence decodes these displays and applies 
them in future interactions.  Socio-technical interactions in 
information rich environments like a course management 
system, however, can unlock more social cues than context 
awareness systems and social proxies currently display.   

To unlock these cues, we developed a socially focused 
interaction warehouse.  Figure five should be compared with 
figure one.  Through this comparison, you will note that we 
added interaction trace rows to our data set, based on how the 
interaction was experienced in the user interface.  If a user 
reads a page with four posts on it, a connection is created 
between that individual and the previous posters.  The 
connections are also weighted, using a calculation of recency, 
which we store in minutes.     

Figure 5 - Modified, Social Interaction Logs 

Figure six illustrates how we expand the log data rows to 
reflect the real, social interactions that occur in our context of 
study, in comparison to our initial attempt in Figure 3.  This 
depth of data enables the construction of weighted, semantic 
social networks from context trace data, which we assert will 
enable the development of a new type of social prosthetic in 
online environments like the one we studied here. 

 
Figure 6 - Measuring and Weighting Interactions in the Socially Focused 

Interaction Warehouse 

VIII. DISCUSSION 
We describe three different strategies for analyzing context 

enhanced electronic trace data.  The dimensionality of our data 
is sufficient to provide high quality clusters with a simple, 
elegant data mining algorithm.  Rich data leads to useful, 
computable results.  We then take two steps forward with 
social network analysis, creating a warehouse of interaction 
data that will enable the development of rich social prosthetics 
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that cannot be achieved with the impoverished log data used in 
most systems. 

Log structure and log data is unromantic, compared with 
many of the exciting computational discoveries emerging from 
social computing labs.  Yet, recently, the application of trace 
data for analysis of social relations became the subject of 
heated debate centering on Eagle’s 2009 social computing 
conference paper [9].  In that discourse, there is agreement 
about trace data being limited in its ability to describe human 
relationships.  In a way, our work here skirts that debate 
entirely by asserting that we should design trace data, and trace 
data analysis in a way that enables us to support a unique form 
of social intelligence that emerges from computer mediated 
communication.  By focusing our research on the collection 
and display of log data that users value, we will achieve a 
degree of internal validation that is not achievable through 
debate. 

In the pursuit of richer, context enhanced trace data we 
have come to believe that social proxies can be improved 
because of the way we have developed and analyzed CANS 
data.  Social computing requires computational innovation, but 
those innovations have little practical value without quality 
data.  Our chance to obtain quality data is enhanced if that data 
is used to develop social intelligence prosthetics, which 
through use (and non-use) engage each user as a mechanical 
turk in the process of constructing a new kind of social 
intelligence. 

Social computing, in its name, takes a computational stance 
in the interdisciplinary effort to recreate facets of what it means 
to be human through technology.  Our work suggests that 
attention to user experience and “what’s in a log” (data 
description and quality) are equal members of the social 
computing discourse community.  As we build social 
computing theory, accepting that socio-technical interactions 
are different than face to face interactions opens new 
possibilities.  Instead of proxying our innate social intelligence 
using cues from the physical world, we suggest that researchers 
consider how to reflect cues for social intelligence that are 
unique to online environments.  We think future work should 
explore this possibility and the ensuing development of social 
computing theory using computation, context enhanced log 
data and active engagement of system users through innovative 
designs enabled by our socially focused interaction warehouse. 
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